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Abstract—Cervical cancer poses a significant global health con-
cern, and machine learning techniques have shown great promise
in early detection and diagnosis. However, the dominant focus on
accuracy has overshadowed the crucial aspect of training time.
This research paper investigates multimodal high-performance
machine learning for cervical cancer detection, with a primary
emphasis on scalability and training time optimization using
Apache Spark. We conduct experiments on two distinct datasets –
CSV and Images – analyzing the trade-offs between training time
and accuracy. Moreover, we discuss the challenges encountered
during the implementation of Spark. Our study helps to shed
light on Spark’s potential benefits and limitations in high-
performance machine learning for cervical cancer detection. Our
findings indicate that Spark ML showcases remarkable scalability
potential compared to traditional platforms like SkLearn for text
datasets. The majority of the ML algorithms explored showcased
exceptional accuracy rates, with many surpassing the impressive
threshold of 98 % in text data. In particular, we have shown
that, Spark helps to reduce the time complexity more than three
folds when the data size increases.

Index Terms—Spark, Cervical Cancer, SparkML, SipakMed,
Scalability

I. INTRODUCTION

Cervical cancer is a type of cancer that predominantly
affects the cervix in women. According to the World Health
Organization (WHO) [1], it was the fourth most common
cancer among women in 2020, with 90% of new cases
and deaths occurring in low and middle-income countries.
WHO recommends four different tests for detection, including
HPV DNA testing, visual inspection of acetic acid, biopsy
procedures, and liquid-based cytology [2]. However, these tests
are expensive, time consuming, and unsuitable for large-scale
testing. Consequently, there is a pressing need for a better and
more efficient cervical cancer detection tool [3]. In the field
of healthcare, machine learning has gained relevance and can
be used to create advanced detection tools [4]. One of the key
advantages of machine learning is its ability to rapidly deploy
applications with a low barrier of entry for users, including
healthcare professionals [5]. Furthermore, machine learning
can greatly enhance accuracy by analyzing vast amounts of
data from multiple resources [6], allowing the identification of
patterns and trends that may not be discernible to the human
eye alone.

Using the potential of machine learning, a new generation
of cervical cancer detection tools can be developed [7]. These
tools promise to provide a more efficient and accurate so-
lution, significantly improving patient lives, reducing costs,
decreasing mortality rates, and increasing the effectiveness of
prevention programs. With seamless integration of machine
learning, the limitations of current detection methods can be
addressed, marking a significant step forward in the fight
against cervical cancer. [8] tries to combine the usage of IoT
devices and different machine learning models to reach results
as high as 0.98% on average.

Multimodal deep learning has significant applications in
cervical cancer detection and diagnosis, as demonstrated by
various research studies [9], [10]. In this setting, a imaging
modality with other clinical labels, biomarkers data, etc in the
textual formats are analyzed which gives the complementary
informations about the subjects and hence helps in capturing
the more realistic informations than unimodals [11], [12].
Hence, by integrating different types of data in our research,
we envision this will help in enhancing diagnostic accuracy
for better reliability and efficiency of the medical conditions
like cervical cancer detection.

However, most paper pay more attention to accuracy, which
can be an oversight. In the era of Big Data, machine learning
models must not only be accurate but also be able to handle
large volumes of data in an efficient manner. This is a rea-
sonable expectation as IoT devices are being used to improve
accuracy and improve the life of users [8]. Since IoT devices
can generate a large amount of data, other factors such as
training time and scalability should also be considered.

In order to effectively handle data-rich data sets, paralleliza-
tion is required [13]. However, implementing parallelization
can be tricky and system dependent. Additionally, code porta-
bility can also be a concern for parallelized implementation.
Spark can be a solution to this problem. Spark is a big data
platform that has a massive performance advantage compared
to other big data platforms such as Hadoop MapReduce [14].
SparkML, the Spark’s machine learning component, provides
a scalable and parallelized machine learning library. In this
project, we explore the usage of SparkML for Cervical Cancer
prognosis and evaluate its accuracy and performance compared



to nonparallelized platforms such as SkLearn. Our research
makes following key contributions:

1. Development of a Pipeline: We introduce a pipeline
that demonstrates how Spark can serve as an alternative to
conventional machine learning tasks, showcasing its potential
to enhance efficiency and scalability in cervical cancer predic-
tion.

2. Performance Comparison We conduct an analysis to
understand the differences in performance—focusing on both
training time and accuracy—between Spark and traditional
machine learning models.

3. Handling Image Data We propose a methodology for
processing image data within Spark. This approach allows for
the integration of image-based analysis in Spark’s ecosystem,
expanding its applicability in medical imaging tasks.

4. Multimodal Approach to Cervical Cancer Detection Our
study approaches cervical cancer detection from two angles:
analyzing structured data in CSV format and unstructured
image data. This multimodal strategy underscores the versa-
tility of Spark in processing diverse data types for healthcare
applications.

Our research aims to underscore Spark’s capabilities within
the realm of big data and machine learning, particularly
focusing on classification tasks and applications in Cervical
Cancer.

II. LITERATURE REVIEW

Most of the research on cervical cancer prediction has
focused predominantly on the Cervical Cancer Risk Classifica-
tion dataset [15], a CSV text file. However, limited exploration
has been made in harnessing images of cervical cells for
prediction. Although some research groups have developed
proprietary image datasets, the only publicly available labeled
dataset is SipakMed [16], introduced in 2018. Remarkably,
this particular dataset remains largely underexplored in the
research domain. Numerous papers have explored the appli-
cation of machine learning in cervical cancer prediction, with
a primary focus on the Cervical Cancer Risk Classification
Dataset [15]. For example, in [17], the authors evaluated four
machine learning models: Naive Bayes, Decision Tree, Logis-
tic Regression and Random Forest using the aforementioned
dataset. Among them, the Decision Tree model exhibited an
impressive accuracy of 96.8%.

Expanding the scope, another study, [18], delved into vari-
ous machine learning models, including Logistic Regression,
Bagging with Decision Tree as the base, Random Forest, and
XG-Boost (Extreme Gradient Boost). Each proposed model
demonstrated accuracies greater than 95%, with XG-Boost
attaining the highest accuracy of 97.08%.

Furthermore, in [19], researchers explored different machine
learning algorithms, culminating in an impressive accuracy of
99.71% using Random Forest. Beyond accuracy, this study
also focused on the importance of the characteristics and
the explainability of the model. Employing SHAP (SHapley
Additive exPlanations), the authors identified key influential
features affecting the model’s performance, such as Schiller,

Hinselmann, Age, and Hormonal Contraceptive.
Despite achieving remarkable accuracy levels, research re-

lated to improving the scalability of machine learning algo-
rithms for the prediction of cervical cancer remains scarce.
One notable exception is the work by [20], which used a multi-
objective genetic algorithm to reduce the dimensions of the
characteristics while maintaining a high precision of 0.965. In
line with addressing this gap, our research aims to prioritize
scalability as a critical performance metric in the context of
cervical cancer prediction. By exploring both traditional CSV
text files and cell images, we aim to advance the accuracy and
applicability of cervical cancer prediction models.

III. METHODOLOGY

A. MapReduce

MapReduce is a programming framework originally intro-
duced by Google to handle large datasets [21]. MapReduce
allows data to be processed across cluster of commodity
hardware [22]. The MapReduce framework consists of 2
procedures, map and reduce. The map step is where the
data is preprocessed. The reduce step is where the data
are aggregated. In a typical MapReduce workflow, input is
divided into smaller chunks. Then the small chunks of data are
processed independently across different nodes in the cluster.
The results from each node are then combined for the final
output.

One of the most popular MapReduce implementations is
Hadoop MapReduce. MapReduce is known for scalability and
fault tolerance. MapReduce is used for batch processing and
offline data processing jobs.

B. Spark and SparkML

Apache Spark address the limitations of Big Data pro-
cessing frameworks such as MapReduces. Spark expands on
the original MapReduce model by adding more feature sets
and optimization [23]. Fig.1 shows some of the differences
between Spark and MapReduce. Sparks offers caching iterme-
diated data in RAM, which significantly increases performance
compared to disk-based processing in MapReduce. Spark also
provides support and integration with other programming
languages and platforms. Spark also provided higher-level
API and more expressive programming models thus lower the
barrier of entry compared to MapReduce.

SparkML is a Spark library that offers a scalable and
distributed platform for machine learning. It supports multiple
programming languages and streamlines the development of
machine learning pipelines [24]. Through SparkML, users can
easily deploy parallelized machine learning models on exten-
sive datasets. By providing a high-level API for a wide range
of machine learning tasks, SparkML significantly reduces
the complexity of implementing distributed machine learning
solutions. Furthermore, it incorporates implementations of
several well-known machine learning algorithms, enhancing
the efficiency of model deployment.



Fig. 1. Comparison between Spark and MapReduce

C. Dataset

1) Cervical Cancer Risk Classification: This data set can
be accessed on Kaggle [15]. The data set has 858 rows and 36
features. The features included are provided in figure 2 with
"Biopsy" being the designated target class.

2) Sipakmed: Sipakmed, introduced in 2018, is one of the
first publicly available datasets for labeled Pap smear images
[16]. Its development aimed to standardize and increase the
availability of Pap smear images. The data set encompasses
five distinct classes, annotated based on the cytomorphological
characteristics of the cells as follows:

• Normal Cells
– Superficial-Intermediate Cells
– Parabasal Cells

• Abnormal Cells
– Koilocytotic Cells
– Dyskeratotic Cells

• Begnign Cells
– Metaplastic Cells

Sipakmed has 966 images, including 4049 cells in total. The
specific distribution is shown in Figure 3. For the purpose of
this project, only the photo of each individual cell is considered
for training and testing purposes.

D. PreProcessing

1) Cervical Cancer Risk Classfication: Before the training,
several basic steps were taken to make sure the data were ready
for machine learning models. First, all "?" values are replaced
with the median of their respective columns. Additionally, all
duplicated data was removed, resulting in a reduction in the
number of rows from 858 to 835 rows.

The data set was heavily skewed. Specifically, most of the
data set was within the age group of 21 to 32 (Figure 4). Other
features are also skewed. However, no modification was done
to ensure balance on the data set apart from using ADASYN
(a super sampling technique) on the "Biopsy" target class.
This was necessary due to the imbalanced ratio of 781 to 54
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Fig. 2. All features in Cervical Cancer Risk Classification dataset

Fig. 3. Sipakmed’s Distribution

between the values of 0 and 1 for the class of ’biopsy’, as
demonstrated in Figure 5.

2) Sipakmed: For the Sipakmed dataset, the initial step
involves compressing the images to alleviate the computational
load. In this process, the images are resized to a squared
dimension of 77x77 pixels. Although it is common to con-
vert images to grayscale to further mitigate computational
demands, it was found that grayscale conversion resulted in
a 20% decrease in accuracy during testing. As a result, the



Fig. 4. Age distribution

Fig. 5. Imbalance of target variable

decision was made to retain the images’ original RGB values
without converting to grayscale. Subsequently, the compressed
images are transformed into a dataframe structure, where each
feature corresponds to the color value of a specific pixel.

Given the considerable number of pixels present in the
images, Principal Component Analysis (PCA) is conducted to
project the dataset into a lower-dimensional space. SkLearn is
employed for these pre-processing stages, a choice that will be
rationalized in a subsequent explanation. Following PCA, the
resulting dataset is saved as a CSV file and input into Apache
Spark for subsequent training and testing phases.

E. PCA

Principal Component Analysis (PCA) is a fundamental
technique used to reduce the dimensionality of a dataset while
retaining crucial information. In the context of this paper,
PCA serves as a vital tool for dimensionality reduction in pap
smear cell images. Given an image dataset X comprising n
samples, where each sample xi represents a vector in a high-
dimensional space, PCA aims to identify a set of orthogonal
vectors (principal components) that capture the maximum
variance present in the data.

Fig. 6. PCA explained variance

Mathematically, the PCA process involves calculating the
covariance matrix [25]

Sigma = (1/n) ∗XT ∗X, (1)

followed by determining its eigenvectors and eigenvalues.
Subsequently, the eigenvectors are ordered according to their
associated eigenvalues, signifying the directions of maximum
variance within the dataset. Through projection onto these
principal components, an alternative, lower-dimensional rep-
resentation of the original data is generated, which effectively
retains the predominant variability encapsulated within the
dataset. By integrating PCA into our methodology, we can
effectively transform patterns inherent in pap smear cell im-
ages into a more manageable and informative feature space,
thereby facilitating subsequent machine learning tasks.

In this case, the images dataframe after compression has di-
mensions of 4049 by 17787. This indicates that the dataframe
represents 4049 photos, each with 17787 features. The result
from PCA analysis demonstrates that 1000 features are suf-
ficient to explain more than 99% of the original dataframe
variance (see Figure 6). This substantial reduction in the
number of features significantly alleviates the computational
overhead required for the classification task.

F. Model chosen

1) Logistic Regression: Logistic regression is a linear clas-
sification algorithm that models the relationship between input
variables and a binary output using the logistic function. It is
widely used due to its simplicity and interpretability. Logis-
tic Regression performs well when the relationship between
features and the target class is linear. It is computationally



efficient and works well with large datasets. However, Logistic
Regression may struggle with complex relationships and non-
linear data. It assumes linearity and may not capture intricate
interactions between variables.

2) Decision Tree: Decision Tree Classifier is a non-
parametric algorithm that builds a tree-like model of decisions
and their possible consequences. It is intuitive and easy to
understand. Decision trees can handle both numerical and
categorical data, require minimal data preprocessing, and
can capture complex interactions between variables. However,
decision trees tend to be prone to overfitting, especially with
deep trees. They can be sensitive to small changes in the data,
and their interpretability decreases as the tree grows larger.

3) Random Forest: Random Forest Classifier is an en-
semble method that combines multiple decision trees to re-
duce overfitting and improve generalization. It constructs an
ensemble of decision trees, where each tree is trained on
a random subset of the data and a random subset of the
features. Random Forest can handle large datasets, high-
dimensional data, and capture complex relationships between
variables. However, Random Forest models can be challenging
to interpret compared to single decision trees. Training time
and memory requirements may increase with a large number
of trees in the forest.

4) Gradient Boosted Classifier: Gradient Boosted Classifier
is an ensemble method that sequentially builds models, each
improving upon the mistakes of the previous ones. It combines
weak learners, typically decision trees, in a stage-wise manner.
Gradient Boosting can handle complex relationships, works
well with heterogeneous data, and can capture feature inter-
actions. It is especially effective in dealing with imbalanced
datasets. However, Gradient Boosting can be computationally
expensive and may require careful tuning of hyperparameters.
It may also be prone to overfitting if the number of boosting
iterations is too high.

5) Linear Support Vector Machine: Linear Support Vector
Machine (SVM) is a popular classification algorithm that finds
the hyperplane that maximally separates the classes in the fea-
ture space. SVMs are effective in high-dimensional spaces and
can handle both linear and non-linear data by using different
kernel functions. They provide robustness against outliers and
perform well with small to medium-sized datasets. However,
SVMs can be computationally expensive for large datasets and
require proper scaling of features. The choice of the kernel
function and regularization parameter can significantly impact
the performance of SVMs.

6) Naives Bayes: Naive Bayes is a probabilistic classifica-
tion algorithm that applies Bayes’ theorem with the "naive"
assumption of feature independence. It is simple, fast, and
performs well with high-dimensional datasets. Naive Bayes
can handle categorical features and works well with small
training sets. It is robust to irrelevant features. However, Naive
Bayes assumes feature independence, which may not hold
true in real-world scenarios. It may struggle with capturing
complex relationships and interactions between variables.

7) Factorization Machine Classifier: Factorization Ma-
chine Classifier is a versatile algorithm that models feature
interactions in a flexible and scalable manner. It captures
complex interactions between features and can handle high-
dimensional and sparse data. Factorization Machines are ro-
bust to overfitting and require less memory compared to
other models. They work well with large-scale datasets and
have been successful in various applications, including rec-
ommendation systems, click-through rate prediction, and text
classification.

G. Experimental Setup and Analysis

The project has two specific goals:

• Demonstrating Spark’s Viability as an Alternative
Platform: One of the key aims is to establish Spark
as a compelling alternative platform in comparison to
traditional machine learning frameworks such as SKLearn
or CNN.

• Comparing Spark’s Scalability: Additionally, the
project strives to conduct a comparison of Spark’s scala-
bility in contrast to other non-parallelized platforms, with
a particular focus on SKLearn.

To address the first objective, the preprocessed data
undergoes shuffling and is then divided into a 70-30 training-
testing split. Subsequently, the training data is fed into each of
the aforementioned machine learning algorithms. This process
is repeated ten times, and the resulting outcomes are averaged
over these iterations. The default implementation of each
algorithm provided by Spark is employed. The methodology
is also replicated for the Sipakmed dataset. To evaluate the
model performance, a range of performance metrics including
accuracy, precision, F1 score, and recall are computed. These
results are subsequently compared with those from SkLearn
(for CSV files) and CNN (for images) to provide an overview
that supports the claim of Spark’s viability as a platform.

In relation to the second objective, given the challenges
encountered during image classification in Spark, the
assessment of scalability focuses exclusively on the Cervical
Cancer Risk Classification dataset. The initial step involves
recording the training time for each machine learning
algorithm. Subsequently, the algorithm with the longest
training time is selected for further analysis. This chosen
algorithm is implemented both in SkLearn and Spark. The
chosen algorithm is then applied to a CSV file, which is
subsequently duplicated in size with each iteration of the
loop. Starting at an initial file size of 268KB, the file grows
to a substantial 217MB following ten iterations. Within
this context, the singular evaluation metric considered is
training time, given that the duplicated data points introduce
an element of artificiality. These methodological steps
collectively contribute to an exhaustive assessment of Spark’s
potential as a scalable and viable alternative platform for the
context of cervical cancer prediction.



TABLE I
SKLEARN’S ACCURACY ON CERVICAL CANCER RISK CLASSIFICATION

Name Accuracy Precision Recall F1
Logistic Regression 0.93 0.93 0.93 0.93

Random Forest 0.85 0.86 0.85 0.85
K Nearest Neighbour 0.93 0.94 0.93 0.93

Support Vector Classifier 0.97 0.97 0.97 0.97

TABLE II
SPARK’S ACCURACY ON CERVICAL CANCER RISK CLASSIFICATION

Name Accuracy Precision Recall F1
Decision Tree 0.93 0.98 0.94 0.94
FM Classifier 0.89 0.97 0.92 0.91

GBT Classifier 0.94 0.97 0.97 0.94
Linear SVC 0.95 0.99 0.96 0.96

Logistic Regression 0.93 0.98 0.95 0.94
Naive Bayes 0.82 0.98 0.83 0.86

Random Forest 0.96 0.99 0.97 0.96

IV. RESULTS AND DISCUSSION

A. Accuracy

1) Cervical Cancer Risk Classification: As illustrated in
Table II, the Spark-implemented algorithms demonstrate ro-
bust performance. Notably, except for Naive Bayes, all other
algorithms exhibit strong performance, consistently maintain-
ing accuracy rates above 90

In Table I, the accuracy results when implemented using
Scikit-learn are illustrated. While the accuracy rates exhibit
a comparable range to those observed in Spark’s imple-
mentation, the Support Vector Classifier stands out with the
best results, achieving accuracy scores exceeding 96% for all
metrics. However, Random Forest performs comparatively less
favorably, with accuracy scores hovering around 85% across
all metrics.

For Spark’s Implementation, the Random Forest algorithm
emerges as a promising solution for the given problem. This
is an interesting observation, as the Scikit-learn implementa-
tion of the same algorithm yields a much lower result. The
difference most likely comes from default parameters of each
platform, as we used the default parameters for both platforms.
As shown in Figure 7, this algorithm boasts an average training
time of 1.18 seconds, ranking as the third most efficient.
Remarkably, despite its efficient training, the Random For-
est algorithm maintains consistently high performance levels
(above 96%) across all other metrics, further affirming its
suitability for the task at hand.

2) Sipakmed Dataset: In Table. III, the results for the
SipakMed dataset regarding Spark accuracy are presented.
Overall, the outcomes are suboptimal, with no model surpass-
ing the 80% mark for any metrics. The most favorable perfor-
mance is observed in the Decision Tree classifier, achieving
scores above 72% for all metrics. On the other end of the
spectrum, Random Forest performs the least effectively, with
a recall score of 57%, although other metrics achieve scores

Fig. 7. Spark’s Training Time (Cerivical Cancer Classification)

Fig. 8. CNN’s Accuracy (SipakMed)

above 65%. While this performance surpasses random guess-
ing, considering the classification task’s complexity across five
classes, the results remain far from desirable.

Historically, Convolutional Neural Networks (CNNs) have
excelled in image classification tasks [26]. Figure 8 showcases
the significant superiority of CNN performance compared to
the Spark implementation in this paper as in Figure 9. Despite
being designed with 32 epochs in mind, CNN outperforms all
of Spark’s implemented algorithms as early as epoch 10. By
the 32nd epoch, CNN attains an accuracy of 92.75% on the
same image dataset.

This result highlights the fact that image classification is
not an area where Spark demonstrates strength, especially
in comparison to specialized deep learning frameworks like
TensorFlow or PyTorch that leverage GPU acceleration. While
Spark ML serves as a versatile tool for distributed comput-
ing tasks, its architecture and default configurations are not
optimized for the intricacies of image processing and deep
learning.

B. Scalability

Figure 7 illustrates the training times of various algorithms,
guiding the selection of the Gradient Boosted Tree algorithm
for scalability testing due to its longer training duration.

As shown in the Fig. 10, SkLearn’s fitting time doubles
with each iteration, reflecting its lack of parallelization. This
behavior aligns with expectations, considering the proportional



TABLE III
SPARK’S ACCURACY (SIPAKMED)

Name Accuracy Precision Recall F1
Decision Tree 0.73 0.73 0.77 0.73

Logistic Regression 0.66 0.63 0.67 0.66
Random Forest 0.65 0.70 0.57 0.64

Fig. 9. Spark’s Training time (SipakMed)

increase in training time with growing file size. In contrast,
Spark exhibits a distinct pattern. While the initial iteration
involves additional setup time for parallelization, subsequent
iterations demonstrate a significant performance advantage
over SkLearn. Notably, Spark maintains consistent and com-
paratively faster training times from the second to the fourth
iteration, hovering around 1.6 seconds.

As shown in the Table IV, Spark’s training time, after the
initial setup in the first iteration, remains relatively steady
across iterations 2, 3, and 4. Remarkably, starting from the
seventh iteration, Spark exhibits a substantial performance
improvement, achieving considerably faster training times.

While SkLearn showcases a relatively faster training time
in percentage terms before the sixth iteration, the practical
difference between instant completion and a 2-second interval
remains minimal. However, as the iterations progress, Spark’s
lead becomes evident, resulting in a 16-second difference in
training time by the tenth iteration. This means, the scalability

TABLE IV
SCABILITY OF SKLEARN AND SPARK

Size SkLearn (s) Spark (s)
1 0.110263 5.197456
2 0.126359 1.664117
3 0.217357 1.639954
4 0.378548 1.661266
5 0.700354 1.991977
6 1.388288 2.140520
7 2.694753 2.308474
8 5.468835 3.224648
9 11.219578 5.624002
10 23.706132 7.079738

Fig. 10. Scalability (Chart)

of spark grows three times than the SkLearn in the 10th
iterations, reducing the time complexity. This emphasizes
Spark’s superiority in terms of scalability.

These findings show that Spark has significant advantage
over SkLearn when managing larger datasets and achieving
efficient parallel processing. Spark’s capability to deliver con-
sistent and fast performance, even as data size increases,
solidifies its position as the preferred platform for scalable
text based machine learning tasks.

V. SPARK’S IMPLEMENTATION ISSUES

Despite Spark’s demonstrated scalability with larger text
data and satisfactory performance with smaller datasets, cer-
tain issues arise in its implementation:

• Performance Discrepancies Between Platforms: In this
research scope, significant performance variations were
observed between Spark instances running on different
hardware setups. For example, Spark exhibited notably
faster execution on an M1 chip compared to a Windows
machine equipped with an i7-12700 processor. While the
training of the smallest model on the Windows machine
took at least 50 seconds, the M1 chip completed the same
task, including setup time, in just 5.3 seconds.

• Popularity and Algorithm Availability: Unlike Scikit-
learn, Spark has a smaller user base, resulting in fewer
available algorithms. While the SparkML library offers
a diverse range of algorithms, it may not provide as
extensive a selection as Scikit-learn. Users may find a
wider range of readily accessible algorithms within the
Scikit-learn ecosystem.

Furthermore, while not directly related to Spark as a library,
developing custom algorithms within the Spark framework
can be significantly more complex compared to Scikit-learn.
To fully leverage Spark’s capabilities, users need to under-
stand additional concepts such as MapReduce and Resilient
Distributed Datasets (RDDs). This steep learning curve may
require users to invest more time and effort to extract the



maximum benefits from Spark. We encountered this first-
hand when attempting image classification tasks, where the
traditional workflow involving image compression, grayscale
transformation, and subsequent PCA proved challenging. De-
spite having 32GB of RAM, loading images and applying
PCA resulted in memory overflow. Upgrading to a system
with 128GB of RAM allowed PCA processing to begin, but
after approximately 15 minutes, Spark’s PCA implementation
unexpectedly reduced the dataset’s dimensionality, contrary
to PCA’s intended function. This issue stemmed from both
code implementations and potential limitations in Spark’s PCA
implementation. However, we addressed this issue by using
PCA from Scikit-learn, saving the output as a CSV, and then
feeding it into Spark. Nonetheless, the inability to perform all
tasks solely within the Spark ecosystem remains a constraint.2

Overall, Spark offers significant scalability benefits and a
comprehensive machine learning library suitable for diverse
computational environments, including those primarily uti-
lizing CPUs. Nevertheless, it is imperative to acknowledge
potential performance discrepancies based on hardware con-
figurations, algorithm availability with respect to SkLearn, and
the additional expertise required to effectively wield Spark.
Furthermore, Spark may not be as well-suited for certain
machine learning tasks, such as image classification, which
can benefit from specialized hardware like GPUs."

VI. CONCLUSION

Our research has revealed that Spark is a viable option
for the medical sector, particularly in the area of cervical
cancer prediction. All algorithms tested for CSV file showed
excellent results, with most achieving an accuracy of 98%
or higher. Furthermore, Spark was able to efficiently manage
large datasets, which is essential given the growing availability
of data from IoT devices that can be used to improve machine
learning model performance. It is important to note that Spark
is not a universal solution for all machine learning problems.
There are many difficulties encounter when trying to make
image recognition works on Spark. But in the context of big
data, the field of machine learning should be moving towards
increased parallelization. Spark’s capabilities are well-suited to
this trend, making it a valuable tool for taking advantage of the
potential of big data in medical applications and beyond. A key
aspect of the research is its multimodal approach to cervical
cancer detection, analyzing structured data in CSV format and
unstructured image data. By addressing the detection challenge
from multiple angles, the study underscores the potential
of Spark in processing various data types for healthcare
applications, paving the way for more comprehensive and
effective diagnostic solutions. In future works, we plan to
explore about image classification in general settings using
Spark implementations for other modalities, that might help
in improvements in scalability issues.
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